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Abstract- Although rule-based systems have shown their usefulness in many applications, the on-going effort which is 
required to maintain the knowledge in these systems can be costly and time-consuming. In this paper a method for the 
(semi-) automation of the procedures required to enhance the knowledge in a rule base is presented. The steps in the 
proposed process include the identification of test cases, validation testing, error identification, knowledge 
enhancement, and verification. Although the tasks are partially automated, some knowledge engineer and/or expert 
guidance is required for the knowledge enhancement process. Such automation of the knowledge enhancement task will 
help relieve knowledge engineers and experts from repetitive, time-consuming tasks and has the potential to significantly 
reduce the cost of knowledge-based system maintenance. 
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1. Introduction 
In recent years, knowledge based systems (KBSs) 

have been applied . to a wide variety of power system 
problems [1]. Despite the efforts to develop KBSs and the 
usefulness demonstrated by these applications, methods to 
address the difficult tasks of knowledge acquisition and 
KBS maintenance are still needed. Frameworks for 
developing and maintaining KBSs have been discussed in 
terms of development life-cycles, such as the familiar 
waterfall and spiral paradigms [2]. These frameworks 
describe a sequence of developmental tasks, e.g., design, 
implementation, and verification, which systematically 
lead to the enhancement of software. Discussions of such 
developmental life-cycles describe a temporal sequence of 
these tasks, but do not describe the methods to perform the 
tasks. 

As a rule-based system (RBS) evolves during its 
phases of development, modifications and/or errors in the 
rule base will be identified. To incorporate the desired 
knowledge in the RBS, one or more rules must be 
modified or added to the rule base. Some common types 
of errors in the knowledge base of RBSs include 

• the desired knowledge is not in the knowledge base 
and should be added as a new rule or used to modify 
an existing rule, 
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• the desired knowledge exists, but the conditions 
necessary to use the knowledge are incorrect and 
should be modified, and 

• the conditions required to use more than one piece of 
knowledge are satisfied, but the one with the desired 
knowledge is not the one that is selected by the 
inference engine. 

The enhancement of the knowledge base required to 
correct such errors is a significant barrier to the 
development of RBSs because of the requirements on the 
knowledge engineer/expert (KE/E) to perform tedious and 
time-consuming tasks in the verification and validation 
(V & V) of the rule base (such as specifying test cases and 
evaluating the performance of the RBS for each case) and 
in creating and modifying the rules to represent the 
desired knowledge. Partial automation of the procedures 
of V&V and knowledge acquisition would reduce these 
demands on the KEIE for development and maintenance. 
Because of the complexity of these tasks and the high
level knowledge involved, some KE!E involvement is 
required, but the proposed SAKE method reduces the 
demands on the KEIE in the knowledge enhancement 
process. 

Various methods have been proposed for RBS V&V 
and knowledge acquisition, but these methods generally 
require substantial effort on the part of the KEs!Es and 
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normally address the tasks individually. Indeed, a CIGRE 
1F 38-06-03 survey showed that vendors and/or 
developers have maintained a high degree of involvement 
to support the practical application of KBSs in electric 
power system applications [3]. To remove some of the 
burden this process has put on KEs/Es, methods are 
needed which integrate the processes of validation testing 
and acquiring knowledge to correct the identified errors. 

Verification involves the review of the design and 
development process to ensure that a RBS is constructed 
according to specifications to attain the desired RBS 
operation and knowledge base properties (e.g., there 
should be no conflicting knowledge in the knowledge 
base). Verification often includes searching for 
redundancy, conflicts, subsumption, implication, 
unnecessary elements, mutual exclusion, deficiencies, 
semantic correctness, dead ends, and/or circular flows of 
knowledge. Verification methods have been implemented 
in many ways including the use of decision tables [4-6], 
knowledge base reduction [7], RETE net representations 
[8, 9], Petri nets [10, 11], and systems which allow more 
generic knowledge formats [12, 13]. Surveys of 
verification methods can be found in [ 14-17]. 

RBS validation is intended to ensure that RBSs 
operate with acceptable accuracy for the tasks for which 
they are designed. Since exhaustive testing of all 
potential scenarios from the RBS's input domain 
frequently requires too many test cases, other methods are 
used to define test cases for RBS testing. Methods which 
select cases representing a subset of the potential input 
domain [ 16-18] include white-box or structural testing in 
which the structure of the rule base is used to select the 
test cases (e.g., a test case which will use Rule 106); 
black-box or functional testing in which test cases are 
selected to test specific input-output specifications; and 
random testing in which test cases are selected from the 
input domain at random. In [19, 20], the content of the 
rule base and the actions of the inference engine are used 
to. define equivalence classes of domain scenarios which 
provide complete coverage of the RBS's input domain by 
testing one case from each of the classes of domain 
scenarios. 

The task of knowledge acquisition for RBSs is 
concerned with finding adequate representations of the 
desired knowledge as rules to store in the knowledge base. 
Methods of automatic knowledge acquisition (or machine 
learning) can be classified by their learning methods, e.g., 
learning by instruction, deduction, analogy, and induction 
[21, 22]. For the SAKE method, the required knowledge 
enhancement is based on the analysis of many test cases. 
The desired knowledge is obtained from the knowledge 
used in validation testing and by identifying the errors in 
the rule base which lead to an incorrect result. This 
learning by the analysis of examples is a subset of 
learning by induction. Since a KE/E is often required for 
RBS testing and knowledge enhancement, a method that 
automatically identifies errors and acquires knowledge to 
correct the errors found in the rule base has the potential 
to significantly reduce the cost of maintaining RBSs. 
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After knowledge is added to a rule base, V&V should 
be repeated for the modified rule base to ensure that it will 
operate as desired. This iterative process in RBS 
development can be time consuming and tedious for 
K.Es/Es whose inputs typically play the major role in the 
V & V and knowledge acquisition processes by defining 
test cases, checking the RBS's output against the desired 
output for each test case, identifying errors, acquiring the 
knowledge required to correct the errors, and ensuring 
that the new knowledge is consistent with the rest of the 
rule base. The goal of the method proposed in this paper 
is to reduce the time and effort required by the K.Es/Es by 
integrating the V &V and associated knowledge 
enhancement tasks in a semi-automated procedure to 
select test cases, establish the accuracy of the RBS's 
response, identify errors, correct the knowledge in the rule 
base, if possible, and to verify the consistency of the new 
knowledge with the rest of the rule base. 

2. Semi-Automated Knowledge 
Enhancement (SAKE) 

The knowledge in an existing rule base must be 
modified when knowledge for new scenarios is 
introduced, when the desired operation of the RBS is 
modified, or when errors in the knowledge base are 
identified. Previously each such change has required 
substantial effort on the part of the KE/E to determine the 
desired knowledge to be added to the rule base and to 
verify and validate the modified rule base. The proposed 
SAKE method attempts to reduce the high costs of 
knowledge enhancement by increasing the amount of the 
process that can be done automatically. 

The SAKE method can be broken down into 5 tasks: 
( 1) automatically generate a sufficient number of 
scenarios to test the knowledge contained in the rule base 
for all potential input scenarios, (2) automatically test the 
identified scenarios to validate the RBS, (3) if one or more 
test cases fail, identify the erroneous knowledge in the 
rule base, (4) acquire the knowledge to correct the error(s) 
in the form of a modified or additional rule(s), and (5) 
verify that knowledge base consistency is maintained. 
(See Figure 1.) 

To generate the test scenarios, a module-based 
representation of the RBS describing the sequences of 
knowledge used in the operation of the RBS (described in 
Section 2.1) is required. Each of the resulting test cases is 
generic, representing an equivalence class of domain 
scenarios for which the RBS produces equivalent results 
for a specified set of inputs. Test cases covering all input 
scenarios for which the RBS operation is defined are 
generated, tested, and corrected for each module in each 
path of logic flow through the RBS. If a module may be 
used in more than one sequence of modules, its analysis 
will be repeated for each unique path specified in the RBS 
representation. The modules are tested and corrected 
individually. The sequential V&V of modules in a path 
through the RBS ensures that the output of a module is 
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correct when it is used as input for the test case 
generation, testing, and correction for the analysis of the 
next module in the sequence. For automated testing, the 
generic test cases are compared against an independent 
model, called AUTOTEST, which determines the 
expected output of the RBS. If the validation testing is 
successful for all test cases for all RBS modules (i.e., the 
RBS produces the desired output for all test cases), then 
SAKE is complete since there is no knowledge in the rule 
base which requires modification. However, if the RBS 
does not produce the desired output for at least one of the 
test cases, the knowledge in the rule base must be 
enhanced. To acquire the desired knowledge, first the 
type and location of the error are identified. The error 
identification procedure described in this paper is able to 
detect errors that are caused by incorrect conclusions or 
incorrect conditions in a module's rules and errors due to 
insufficient knowledge to cover all scenarios defined in 
AUTOTEST. After the errors are identified, effort is 
made to identify the knowledge to correct the error 
without the aid of a KEIE. If the error cannot be located 
or the correct knowledge cannot be identified 
automatically, a KEIE may be required to augment or 
correct the knowledge base. Before the new knowledge is 
added to the rule base, a verification check should be 
made to ensure that the proposed modification is 
consistent with the existing rule base and system 
specifications. If the knowledge to be added to the rule 
base was not specified by the KE/E, he or she should 
approve the changes before they are incorporated in the 
modified rule base. When this procedure is complete for a 
module, it is repeated for the new, modified module until 
validation testing is successful. The output of this 
validated module is used as the input for the analysis of 
the next module in the sequence of the RBS operation. 
The process is repeated until the modules in all paths of 
modules in the RBS have been successfully validated. 

New Module 

No More Modules 

Unsuccessful 

Unidentified 

or Paths Updated 

RBS 

AUTOTEST 
Prediction 

Model 

Figure 1. SAKE for RBS Modification. 
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The error identification and knowledge acquiSltton 
methods described in this paper require an independent 
model of the RBS which deduces the expected RBS output 
when given the RBS's input and the cause of the analyzed 
event; it describes the RBS's ability to reason from the 
observed data toward the cause. For many RBSs, such a 
parallel model may not be formalized and encoded to be 
available for automatic system analysis. If such a system 
is not available, the task of validation testing described in 
this paper may be replaced by manual validation testing 
and the tasks of error identification and knowledge 
acquisition may be replaced by a different knowledge 
acquisition technique such as learning by discovery or 
learning by analogy [21, 22]. 

The description of the SAKE process is exemplified 
using the· Customer Restoration and Fault Testing 
(CRAFT) expert system [23, 24] . The CRAFT rule-based 
system is implemented in OPS/83 and is composed of over 
700 rules which is used to locate faults on power lines in 
the Puget Sound Power and Light Company's electric 
power subtransmission network using information 
gathered about the operation of remotely-monitored power 
circuit breakers and automatic switches to determine if 
test switching should be done. and, if possible, to describe 
a sequence of switching operations to restore power to 
customers in a section of the system which has been de
energized due to a fault. 

2.1. Automatic Generation of Equivalence 
Classes for Validation Testing 

A method of automatically determining a set of 
equivalence classes of domain scenarios which cover all 
scenarios in the input domain of the current rule base is 
described in [l9, 20]. In the SAKE method, the 
generation of equivalence class has been modified to 
determine test cases for RBS modules rather than for each 
low-level subtask in the RBS as described [19, 20]. 
However the method of generation of these equivalence 
classes from the rules in the RBS and their selection by 
the inference engine as represented in a multi-layered 
directed graph of the RBS operation is similar. 

The RBS is input to SAKE as a multi-layered digraph 
which describes the modular structure of the RBS and the 
inference control. The digraph is composed of arcs and 
nodes with the nodes representing sets of rules that 
function to complete the problem-solving tasks done by 
the RBS and the arcs. representing the rules in the RBS 
which control the sequence of tasks executed in the 
operation of the RBS. There are two types of tasks in the 
digraph representation; each higher-level task is itself 
composed of a control structure and subtasks, and each 
low-level task is composed of a unique chain of rules 
which always act together in a specified order. The 
higher-level tasks create multiple levels of detail to create 
the multi-layered directed graph. The digraph of the RBS 
represents the rules in the rule base as the .nodes and the 
control arcs and includes the operation of the RBS 
inference engine in the connection of the nodes and arcs. 
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For the SAKE method, modules must be defined in 
the digraph RBS representation based on the information 
available for validation testing. A module is a task in the 
digraph. For validation testing, a parallel model 
describing the desired RBS performance is required to 
compare against the RBS results. The second source of 
information is described in more detail in the next section. 
This second source will be available for specific levels of 
tasks within the RBS . These tasks are the modules for the 
RBS. Together, the modules should cover all of the 
lowest-level tasks (nodes) in the RBS either by specifying 
a few high-level modules, each incorporating many low
level tasks, or by specifying many modules, each covering 
a small number of low-level tasks. 

The equivalence classes for a module are determined 
by symbolically executing the rules which are encountered 
as the paths through the module are traversed, as opposed 
to the normal operation of the RBS where the paths are 
selected based upon the attributes of the specific input 
scenario presented to the RBS. The symbolic execution of 
the RBS is achieved using a pseudo-working memory 
(PWM) [8] in which the attributes hold variable values 
derived from rule specifications, e.g., A < I 0, rather than 
the scenario-specific values that variables hold during 
normal RBS operation, e.g., A = 7. The symbolic values 
of the pseudo-working memory elements (PWMEs) are 
defined by the rule conditions and rule actions that have 
previously been executed as well as any initial problem 
conditions that must exist when the RBS inference begins. 
As the rules in a path through the digraph are executed in 
the RBS, the PWM is modified by keeping the set 
intersection of the PWMEs and a rule ' s conditions (the 
most general conditions that may exist for a rule to be 
satistied) and by modifying the PWM according to the 

Power System 

CRAFT 

Test Action 
Switching 

Alapns +-------. 
+ 

Alarm 
Detection 

Fault 
Location 

Autostatus 

Restoration 
Switching 

~ ~ 
'-------1 Dispatcher's t-------+--' 

Approval 

·· ... 
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actions of the rule. (See [19, 20] for a more complete 
description of the traversal of rules along a path in the 
digraph.) An equivalence class used for validation 
testing in SAKE is defined for each of the PWM states 
that may exist before a module and the associated output 
PWM states which may exist after the module has been 
executed. An input state for a module depends upon the 
path taken through the digraph to the module and the 
initial PWM state of the RBS . The output states of one 
module become the input states for the next module in the 
digraph. For one input state at a module, there may be 
several possible output states corresponding to different 
paths through the module. 

CRAFT can be described as a set of rule modules 
(shown in Figure 2) which perform the tasks required to 
locate faults and give power dispatchers switching and 
fault testing reconunendations for electric power 
transmission systems. In Figure 2, some of the tasks 
which compose the multi-layered fault location module 
have been depicted in more detail. In the fault location 
task, the smallest potentially faulted section is identified 
by using information such as the timing of automatic 
switch operations and breaker reclosures to eliminate 
sections between . the open devices which are furthest 
apart. The Reclose task has subtasks for 2-terminal 
(radial) and 3-terminal (branch) line configurations to 
find the device at the starting (left) boundary of the testing 
region for an unsuccessful reclosure of the breaker at the 
far (right) end of the line (the Start task), the end (right) 
of the testing region for a breaker at the near (left) end of 
the line (the End task), and similarly for the third branch 
of 3-terminal lines in the Branch-End task. An 
equivalence class for CRAFT's fault location module that 
uses only the Radial-Start subtask of the Reclose task and 

Figure 2. Modules of the CRAFT Expert System. 
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Identified Fault Section 
·- ·---·-·---·-·-·-·------, 
I 

No device opening 
~ before X seconds a~d + 

~ no open manual sw1tc~ 

~-------{§r-----~-----------~ 
If recloses, 

closed breaker, 
Breaker or switch 
opening before 

Unsuccessful 
reclosure at X sec. 

else open. X seconds or or no reclosure at 
X= 0 sec. open manual switch. 

Leaend 

D Circuit Breaker • Closed Switch 

0 Line Switch 0 Open Switch 

Bus Bar ® Either Open or 
Closed Switch 

Figure 3. An Equivalence Class of the CRAFf Fault Location Module. 

concludes that the fault section is to the right of the device 
found for the Start task as shown in Figure 3. For this 
example, an error has been introduced into the fault 
location module and this equivalence class: the condition 
to check that the breaker on the far side of the line has a 
reclosing function before applying the Reclose task is 
missing. To simplify the discussion of this example, it 
will be assumed that breakers which have a reclosing 
function reclose only once. If a breaker does not have a 
reclosing function, the CRAFf database assigns a no 
reclosing flag, and the reclosing time attribute has the 
default value of 0 second. The equivalence class checks 
the reclosing time of the breaker at the far (right) end of 
the line, whether or not it has a reclosing function, and 
determines which device was the nearest open device at 
that time. Since breakers are the only devices which have 
an opening time of 0 second (i.e., almost instantaneous), 
the circuit breaker(s) at the other end(s) of the line is (are) 
the only candidate(s) to be set as the fault section 
boundary(-ies). This equivalence class incorrectly 
includes the scenarios for the input space which do not 
have reclosing circuit breakers at the far end of the line. 

2.2. Automatic Validation Testing of 
Equivalence Class Test Cases 

As described in the previous section, validation of 
RBS operation is accomplished by checking the RBS 
output against a second independent source of 
information. Often, this source of information is a KEJE 
who specifies scenario-specific test cases that are run on 
the RBS, and the RBS output is compared to the KE's/E's 
expected output. For the SAKE method, the second 
source of knowledge stores the acceptable outputs for 
various types of inputs to the RBS modules. The 
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AUTOmatic TESTing (AUTOTEST) model does not 
replicate the knowledge in the RBS to reason from the 
RBS input to its output, but rather represents the 
knowledge required to reason in the opposite direction 
from the cause to be determined by the RBS. For 
example, the fault location module of CRAFr uses 
information about the status of line switches and breakers 
to deduce where the fault may be while AUTOTEST, 
using knowledge of the actual fault location, describes 
how small of a fault section CRAFf. should be able to 
identify for the given fault. The AUTOTEST model must 
describe the expected behavior of the RBS for all 
scenarios in the input domain of each module. The use of 
AUTOTEST to validate the exhaustive selection of 
potential input cases for CRAFT is described in [23]. 

The conditions under which an equivalence class test 
case may be instantiated may overlap (either partially or 
completely) with the conditions of more than one case 
described in the AUTOTEST model. To successfully 
complete the validation testing of the RBS, the 
conclusions of each equivalence class must be consistent 
with all of the overlapping AUTOTEST cases. Rule 
matching techniques applied to the PWM describing an 
equivalence class's input domain can be used to determine 
the overlap between any AUTOTEST cases and the 
equivalence class [8]. To identify the overlap, a partial 
rule match should be used. A partial rule match is one in 
which there is some region(s) of the condition space 
described by the equivalence class's PWM which is also 
covered by the AUTOTEST case; the intersection of the 
AUTOTEST conditions and the PWM is not empty. If the 
expected conclusions of any overlapping AUTOTEST 
case do not match the conclusions of the equivalence 
class, the validation fails and automatic knowledge 
acquisition is attempted. 

Australian Journal of Intelligent Informafion Processing Systems 



As the equivalence classes are matched to 
AUT01EST cases, the input space covered by the 
equivalence classes is recorded. Since the AUT01EST 
cases are required to cover the entire input space, ariy 
portion of the AUT01EST input domain that is not 
covered by an equivalence class may represent missing 
knowledge in the RBS. If such a conditions exists, the 
validation testing also fails and attempts will be made to 
acquire the missing knowledge. 

The AUT01EST knowledge required for CRAFT's 
fault location module is described in Figure 4 [23]. The 
four cases in Figure 4 represent the acceptable conclusions 
for CRAFT's fault location task given various locations of 
the fault on a line. (Bus faults are not considered by 
CRAFT.) The four cases are derived from the actual time 
settings of the automatic switches and breaker reclosures 
to isolate faults in the Puget Power system and the 
potential locations of line faults analyzed by CRAFT. In 
the AUTOTEST cases in Figure 4, the boundaries of the 
fault regions may be switches or breakers although they 
are drawn as switches in the figure. The equivalence 
classes shown in Figure 3 overlaps with all four of the 
AUTOTEST cases in Figure 4 for various line 
configurations and fault locations. 

2.3. Error Identification 
If the validation testing done using the AUT01EST 

cases is not successful (i.e., some of the overlapping 
AUT01EST cases are found to be inconsistent with an 
equivalence class), then errors may exist in the RBS. To 
automatically acquire the knowledge required to correct 
the RBS error(s), the location of the error(s) in the RBS 
should be identified, i.e., which rule in the module should 
be modified or if a rule should be added. The 
identification of errors can be guided by a set of rules 
describing where changes in the rule base should be made 
for certain types of errors. With the exception of missing 

Case I: If the section between the two closest open devices is exactly the 
same as the fault section, then this section is the expected fault 
location from CRAFT. 
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knowledge, each error will be associated with an 
equivalence class and an overlapping AUT01EST case 
(or the lack of an overlapping case). The conditions for 
the error will be defined by the intersection of the 
equivalence class conditions and the conditions of the 
AUTOTEST case or, in the case of missing RBS 
knowledge, a subset of conditions for an AUTOTEST case 
which are not covered by the module. Three types of 
errors are considered: 

El. Conditions of a RBS rule are incorrect (e.g., too 
general) and should not include some of the 
matched AUT01EST cases. 

E2. Conditions of the rule are correct, but the 
conclusion of a RBS rule is incorrect according to 
the AUTOTESTcase. 

E3. There is no equivalence class to cover some portion 
of the AUT01EST cases specified for this module, 
i.e., a piece of knowledge is missing. 

The identification of the appropriate rule in the module 
that should be modified to correct an error is different for 
the various types of errors. Attempts are made to correct 
errors of types El and E2. Errors of the type E3 require 
the assistance of a KE/E. 

To distinguish between errors of types El and E2, all 
of the AUT01EST cases for an equivalence class should 
be considered simultaneously. The conditions of the 
equivalence class are considered for correction (El) if (a) 
there is no overlap between the equivalence class and any 
AUT01EST cases or (b) at least one, but not all, of the 
overlapping A UTOTEST cases is found to be correct. For 
errors of type E 1 a, the conditions are such that no 
scenario in the input domain of the module will use the 
equivalence class. The equivalence class is hence 
unnecessary. The rules in the path through the module 
which define the equivalence class are all suspects for the 
error. If a rule in the path is not used by any other 
equivalence class, the rule may be removed since it is 
unnecessary. If the rule is used by any other equivalence 

I Case 2: If there is no substation between the two closest open devices, then the I section between these two devices is the expected fault location. 

I , !:_a!~~ ~e~ti.o~ • 
--~ ~-~-

t t 
--~ 

t t 
Expected Fault Location 

Case 3: If a substation is on one end of the section between the two closest 

Expected Fault Location 

Case 4: If there is a substation between the two closest open devices, but not in 
the fault section, and an open breaker with a reclosure function, then 
the largest section between two closest open devices which includes the 
faulted section but not the substation is the expected fault location. 

open devices, then the section between the two closest open devices. 
excluding the substation, is the expected fault location. 

I 
-~~-~-

t t t t 
-~ 

Expected Fault Location Expected Fault Location 

Figure 4. AUTOTEST Cases for CRAFT's Fault Location Module. 

Australian Journal of Intelligent Information Processing Systems Autumn 1996 



10 

class, the rule should remain in the rule base, however if 
all of the rules used by the equivalence class are shared by 
other equivalence classes, the conditions of at least one of 
the rules can be modified to eliminate the path of the 
unnecessary equivalence class. 

For errors of type El b, the conditions of the 
equivalence class are too general, including a larger 
portion of the input domain than is desired. To identify 
the location of the error in the chain of rules which make 
up the equivalence class, the errors for all of the 
equivalence classes for the module should be considered. 
The erroneous rule is identified on the section(s) of the 
module's digraph structure which is shared only by 
equivalence classes with similar (e.g., the same attribute) 
errors. If such a shared section of the module uniquely 
identifies a rule(s), then this can be automatically 
identified as the location of the error. If no such rule 
exists, a KE/E may be required to determine which rule(s) 
in the shared section(s) of the module should be modified. 

Attempts are made to correct the actions of a rule if 
an error of type E2 is identified. If the conclusions of the 
equivalence class do not agree with any of the overlapping 
AUTOTEST cases, the actions of the rules in the 
equivalence class are considered the potential source of 
error. To identify a rule which should be modified to 
correct the error, consider the attributes which had 
incorrect values for all of the equivalence class. If an 
attribute was assigned a value in the equivalence class, the 
rule which sets this value to its final value is identified as 
the location of the error. If the attribute value was not 
assigned in the equivalence class or if the identified rule is 
also part of an equivalence class which produces a result 
consistent with that given by the AUTOTEST cases for 
any equivalence class, a KE/E is called upon to identify 
where the attribute should have been assigned the value 
required by the AUTOTEST cases. 

Errors of type E3 exist when there is a portion of a 
module's input space for which there does not exist a path 
through a module. Such errors are identified by 
simultaneously considering all of a module's equivalence 
classes and their coverage of the module's input domain 
defined by the domain of the AUTOTEST cases. If the 
matching of equivalence classes to AUTOTEST cases 
done for validation testing did not identify at least one 
equivalence class to cover all portions of the input 
domain, an error of missing knowledge (E3) is identified 
for the uncovered portion(s) of the input domain. When 
knowledge is found to be missing, it is left to the KE/E to 
determine whether the appropriate action is to create an 
entirely new path through the module, to generalize the 
conditions for an existing path through the module, or to 
re-use a portion of an existing path and create a new 
partial path through the module for the new scenarios. 

The example equivalence class in Figure 3 is 
consistent with the AUTOTEST cases when the breaker at 
the far end of a line is open and has a reclosing function. 
However, when the breaker is open and does not reclose, 
the conclusions of the equivalence class do not agree with 
the AUTOTEST cases. These conditions indicate that the 
equivalence class conditions are in error (error type El b). 
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This condition error will cause errors in many equivalence 
classes. By searching for common elements on the 
erroneous paths, the identified rule will be the one in the 
Radial-Start subtask which uses the reclose time setting of 
the far breaker (whether or not it actually recloses) to find 
the boundary of the faulted section. 

2.4.Automatic Knowledge Acquisition 
After the rule which is causing an error has been 

identified, the correct knowledge can be acquired and used 
to correct the faulty rule. The method used to acquire the 
desired knowledge varies with the type of error which has 
been identified. For El a errors, if rules in the equivalence 
class are not shared by any other equivalence class, then 
automatically removing these rules will remove the path 
corresponding to the equivalence class. If all rules are 
shared by other equivalence classes, then the KE/E may 
decide to eliminate the path by selectively constricting 
rule conditions in the path while not disrupting other 
equivalence classes. 

If an error of type El b is identified, the conditions of 
the identified rule(s) must be modified to eliminate the 
AUTOTEST case which should not be included in this 
(these) equivalence class(es). If the same rule is identified 
as the location of an error for more than one equivalence 
class and the classes require contlicting modifications of 
the rule, a KE/E should be consulted to determine new 
paths that may need to be created in the module to account 
for these different cases. If a portion of the AUTOTEST 
case is eliminated from an equivalence class and is not 
covered by any other equivalence class, it will be 
identified as an E3 error in the next iteration of the SAKE 
process when the modified RBS is analyzed. 

For the CRAFT example, the error identification step 
of the SAKE method identified the missing check for a 
reclosing function (an Elb error) as the knowledge 
missing from the RBS. The erroneous cases have been 
observed to have breakers without reclosures while the 
breakers in the correct cases do reclose. The existence of 
a reclosing function for the breaker at the far (right) end 
of the line will be identified as an omitted condition for 
the RBS which has allowed too much of the input domain 
to be incorporated in this equivalence class. By adding 
this condition as a requirement for the far breakers, the 
knowledge has been acquired to correct the error. 

When all of the AUTOTEST cases for an equivalence 
class are incorrect, there is likely an incorrect rule action 
in the equivalence class. To attempt to rectify the action, 
the last rule(s) in the path through the module which 
creates or modifies the incorrect PWME(s) is identified. 
The attribute assignment(s) in this rule(s) is replaced with 
the desired attribute assignment(s) as described by the 
AUTOTEST case(s). If this attempt fails to repair all of 
the overlapping AUTOTEST cases, the error(s) are not 
shared by the entire equivalence class, and a KE/E wiii be 
called upon to determine the structural changes necessary 
to create multiple equivalence classes from the original 
equivalence class. 
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If there are no equivalence classes which cover some 
conditions specified in the input domain of the 
AUTOTEST cases (an E3 error), new knowledge may be 
required for the rule base. The required knowledge may 
be able to re-use some of the tasks already completed in 
the module or a entirely new path may have to be 
designed. The KEIE decides how the knowledge for these 
scenarios should be incorporated into the rule base. 

2.5. Rule Base Consistency Verification 
When new knowledge is added to the rule base, the 

new or modified rules should be checked to make sure that 
the new rule is consistent with the other rules in the rule 
base. As described in Section I, many methods have been 
proposed for such verification. One such method, [8], was 
developed to use a PWM to identify set relations between 
the conditions and actions of the new or modified rule and 
chains of rules from the rest of the rule base. From the set 
relations between the conditions and actions, relationships 
between the rule and the rule base such as conflict, 
subsumption, implication, and unnecessary conditions can 
be identified. The use of a PWM makes this method fit 
well with the described SAKE method. If undesirable 
relations between the rule and the rule base are found, the 
process of knowledge acquisition may be repeated 
(potentially with the aid of a KEIE) until the rule base is 
modified to successfully correct the RBS error in a 
manner consistent with the rest of the rule base and the 
system specifications. 

3. Conclusions 
During the evolution of a RBS, the knowledge desired 

for the RBS may change and errors in the rule base 
knowledge may be encountered. To help identify errors 
and correct the rule base, a method for semi-automated 
knowledge enhancement is proposed which is able to 
verify and validate a RBS and acquire new knowledge 
with limited guidance from a KEIE. Such methods are 
expected to reduce the cost of maintaining the knowledge 
in a RBS by alleviating some of the tedious, time
consuming tasks which normally require a KEIE such as 
checking test case results or searching for errors when a 
test case fails. In the proposed SAKE method, test cases 
are automatically identified using a digraph representation 
of the RBS and symbolically executing the rules. A new 
method for automatic validation testing is used to 
determine the expected RBS output from the input data 
and the cause of the event. Errors including incorrect rule 
conditions, erroneous rule conclusions, and missing 
knowledge can be identified, and the knowledge required 
to correct rule conditions and conclusions may be 
acquired. The new knowledge is analyzed for consistency 
with the existing rule base and system specit1cations. By 
sequentially analyzing the RBS modules and repeating 
this process for each module until no errors are identified, 
the process of semi-automated knowledge enhancement 
continues for the entire RBS. 
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The automated V&V and knowledge enhancement 
procedures presented in this paper are one step toward an 
integrated semi-automated knowledge enhancement tool. 
This method may be enhanced to further reduce the 
required involvement of the KE/E in the maintenance of 
RBSs such as by the ability to identify a larger variety of 
error types and by the enhancement of knowledge 
acquisition techniques to include methods such as 
learning by analogy and lea~ning by discovery. 
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